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» Exotic technologies?
» Resistor/Memristor matrices, and other analog implementations?

» Conversion to and from digital kills us.
» No possibility of hardware multiplexing Refy ISSCC 2019 Plenary Talk

Yann Lecun
CNN

Some Things that Don’t Work

* Processing in memory (NV RAM, Mristor, SRAM, ...)
~ Easy to get 64x or more re-use, so no gain by saving memory read
-~ Don't hold all parameters in fast, expensive memory at once

* Analog computation
—~ Real precision achieved is about 3 bits (even if they use 7-bit ADCs)
-~ Higher power than digital at that precision

Bill Dally

Refy SysML 2018
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C Challenge 2a: Exploiting data sparsity to improve efficiency

A Only structured or coarse-grained unstructured sparsity is investigated,
with additional zero detection circuit is required.
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C Challenge 2b: Exploiting data sparsity to improve efficiency
A Only zero patterns are exploited, how about ones?

Computational Cost (# Bit-wise Operations)
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Als 3-4 bit resolution sufficient for common Al?

AYes for many image tasks, but needs tuning

AMany quantization algorithms were proposed
ALearning Step-size Quantization (LSQ) [ICLR 2020]

A
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https://github.com/zhutmost/lsq-net
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Traditional Readout All Digital Bit-wise Multiplication
Sense Amplifier [Chih, ISSCC 2021]
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6 MELOM v1
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C COMB macro energy efficiency scales with weight and

activation sparsity. MELOM v1in 65nm
1

== Weight
3
- C 0.9 Sparsity
Q .5 0.8 Ratio
= = 0.7
0
E E 0.6 "20%
| W . 0
o o 05 ® 40%
Fo¢ alll alll mll |
o 03 | 80%
Freq:75 MHz 20% 40% 60% 80% 95% = 95%
Voltage:1.2V Activation Sparsity Ratio

Normalized to peak energy efficiency ( 14.1 TOPS/W ).
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C Multiplication-Embedded Dynamic Latch on Memory Boundary
C MELOM v1: may have logic error if VDD is low
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C Multiplication-Embedded Dynamic Latch on Memory Boundary
C MELOM v2: use a CMOS transmission gate to prevent the issue.
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C Multiplication-Embedded Dynamic Latch on Memory Boundary

C MELOM v2: four MELOM v1 share one RBL in 28nm.

C Throughput improves by 4, while saves (K-1)x RBL power if K logic-1 0 s .
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C COMB macro energy efficiency scal es
sparsity. MELOM v2 in 28nm
5 1 Weight
o 5 0.9 Sparsity
g B 08 Ratio
© = m 20%
£ wo7 nu
o O =40%
of 2o | IO
2os M 80%
Freq:20 MHz 20% 4{]% | 60% | BD%. 95% = 95%
Voltage:1.1V Activation Sparsity Ratio

Normalized to peak energy efficiency ( 45.7 TOPS/W ).
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On-chip weight storage

(8-bit parameters)

5] Chiplet MCM

AMulti-Chip(let)-Module (MCM) based high-performance computing

APeak performances are proportional to the chiplet number.

[Zimmer, JSSC 2020]
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/ 18M
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aMm
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) 1 | 1 '
1 Chip 4 Chips 16 Chips 36 Chips
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[Naffziger, ISSCC 2020]
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AKey challenges: Communication among cores in different dies

AOptions I: fi p o r thé NG topology to Network-on-Interposer
®

Chiplet Chiplet

Core Core Core Core
| | | [ |
Wi NIC NIC NIC
| | | |

Racrfer Router Router Rouler

1
Passive Interposer

B &Y
.;—*.*—*0\
- Local Memaory Subsystem

B instruction-Fort [l Data-Port [l stream-port

Communication power overhead: transfer digital signals into wireline RF
signals using die-to-die PHY (Serdes) due to the limited lanes on interposer



ALayer based data flow does not requires complicated network
communication.
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AOption 2: Scalable MCM system without routers

AFlexibility are achieved by RDL routing InFO
on Wafer level Fanout technology.
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Inter-Chip Layer-wise Pipeline Flow

AAIl weights are kept stationary, only activation moves among chips.

AEach chip should support data computing, RX and TX simultaneously.

Algorithm Chiplet Hardware Inter-chiplet Cross-layer Pipeline
¥ . y ImputAct t=ni  t=ne1l  t=n+2iMrame ne Receiving inputs from the predecessor chiplet
CONVI "6 |8 [ o —\ cim RX RX RX
N = nst . . .
POOL+ReLU g g" _ = Weight C“':'et COMP | COMP | COMP |mpco. .. COMB Activation SRAM
]~ g L L L Bank #0~3
° = 1 : U : U : U : < -
+ 3 s a : : C1Frame n-1 x
POOLI RelLU Fc: _ 3 > > = —| Bank #4~5 | <
sl T —\| cim (@] _
A ’% ~) 8 w;ir;t; Chiplet| | comp || comP |{ comp [|CIFramen-2 o | Bank #6~7
Poouretu] & |2 |E——/| ® =11 = | S | Bank #8~11 |«
c '9 Y —_— e -
CONV 4 % E i  Inter-chiplet transmission  : CdFrame n-3 Bank #12~13
POOL+ReLU| & e Y _ i .
T - E I E- = CiM RX RX RX B Frame n4 r Bank #14~15
CONV 5 5«> £ 5 Weight Ch'g'et comP | comp | cowmp >
PoOL-ReLU|, A L2 X ™ X DlFrame s o v ‘ ‘
: Y : : ! Transmitting outputs to the succeeding chiplet

Balanced djvision of pipeline latency — High computing utilization




MCM based Scalability

CChi pnluember 1 s deci ded by weilight <capac
CCasleKeyword Spotting Processor <can
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MCM based Scalability

C Chiplet number is decided by weight capacity and computing loads

C Case 2: Image Classification Processor needs two chiplets.

( =,

Layer |
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MCM based Scalability

C Chiplet number is decided by weight capacity and computing loads
C Case 3: Object detection requires 4 chiplets, where Tiny-Yolo V3 is mapped
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C Three different edge ML cases are applied to single COMB
chip or COMB-MCM

C Case 1: Keyword Spotting on GSCD dataset (Single Chip)

C Case 2: Image classification on CIFAR-10 dataset (Two Chiplets)
C Case 3: Object Detection on DJI Drone dataset (Four Chiplets)

: Latency(us Required C2C Rate Frame Rate
Lase HChip| #Mop & Comyé )Tx ’ (Mbps) (fps) @100MHz
KWS 0 | 3126 | N/A |152.64| NIA N/A 31990
Image 0 | 26424 | N/A [1290.24] 81.92 - e
Classification | 1 96.22 | 81.92 |469.80] N/A |
0 | 301.99 | N/A [1474.56|163.84 | _
Object 1| 188.74 [163.84|921.60 | 40.96 gﬂ:g?:z;j;g%? -
Detection 2 | 5138 [40.96[250.88] 2048 | s 251667
3 | 7550 |20.48 |368.64| N/A
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C COMB-MCM processor in 65/28nm CMOS technology




